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Key Takeaways

¢ Many tasks don't need frontier intelligence. In our experiments, model routing cut median cost
per coding task by 64% compared with the baseline, with no noticeable change in quality.

o An effective model router belongs in the harness, not a generic gateway. Choosing the right
model requires domain and task context that the harness already assembles, and a gateway
typically lacks.

o Effective router design is rooted in observability and evals. It requires an understanding of an
agent's task space, model performance research, and clear success criteria.

Frontier LLMs continue to be expensive. As agents become ubiquitous and operate at massive scale,
this is cost prohibitive. Luckily, most agents don't need frontier-level intelligence for every task. Model
labs even say so: Anthropic's guide to choosing a model notes that "for many applications, starting
with a faster, more cost-effective model like Claude Haiku 4.5 can be the optimal approach."

Past a certain point, you hit diminishing returns: a more capable model adds little quality while cost and
latency keep climbing. A good agent has model-harness-task fit: the right model with the right context
for a given task. A model router picks that model for each task. We believe that routing decision
belongs in the agent harness, not a generic gateway, because choosing the right model requires the
same domain and task context the harness already assembles and that a gateway typically lacks.

We felt this pain recently at LangChain as our monthly coding agent spend started to climb rapidly.
Hearing the same concern from customers, we set out to build an effective model router for Open
SWE, our open source coding agent. Compared to our previous baseline of always using a top-tier
frontier model, it cut median cost per thread by 64% with no measurable change in quality. This post
covers how we built the router, what we learned, and how you can get started building model routing
into your agents.

Step 1: understand the tasks

Our test bed was Open SWE, which our engineers use from Slack and a web Ul to ask questions about
our codebases and request code changes. Before building a router, we needed to understand the types
of tasks that developers use Open SWE for. We pulled thread-level data from LangSmith traces: the
kinds of requests coming in, plus the cost and turn count of each thread (as approximate measures of
complexity). We did the exploration in LangSmith Custom Apps, with a small interface built directly on

top of the Open SWE traces.
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We took a week of interactive threads and labeled each one by task type using an LLM classifier.
LangSmith Insights can also do this kind of grouping across your traces for you. Code changes
dominated: new features (22%) and bug fixes (17%) were the two largest groups, followed by test or
no-op runs (16%). Categories are heuristics based on each thread's title and metadata.

Other 14.9%—
,—Feature 21.7%

Review 2.4%

Question 2.9%— .

PR upkeep 5.1%——

Diagnosis 6.0%—
~—Bug fix 17.1%

Design 6.2%—

Release + ops 8.0%—/

L Test / no-op 15.6%

A week of Open SWE interactive threads by task type

We also investigated how agent trace characteristics differed based on task type. We discovered that
threads associated with feature work investigations tended to be longer, with higher cost and median
turn count. Threads associated with testing and release procedures tended to be relatively short and

inexpensive.
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In order to judge “complexity” we used both total cost and invocation as signals: cost tracks
complexity fairly directly, since bigger tasks use more tokens, while invocations are more nuanced,
since a high count can mean a harder task or a model that needed follow-ups to accomplish the task.

Median invocations Median LLM cost Complexity mix

Low @ Medium @ High

Release / ops - 70 - $0.88
Scoping / design - $1.75
Investigation _ $3.42

The six largest task categories (excluding "Other"), Aug 29 to Sep 5: thread count, median agent invocations, median LLM cost
(threads with attributed usage), and complexity mix

At the time of data collection, all of the Open SWE threads were being routed through a top-tier frontier
model. The above data suggested that many of the tasks Open SWE handled might not require frontier

intelligence, given the range of complexities.

This variation in task complexity gave us a hypothesis worth testing: a router could infer a task'’s type
and difficulty from the initial request and send it to a cheaper or faster model without degrading

outcomes.
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Step 2: understand the models

The Artificial Analysis Intelligence Index scores models on a common set of tasks and reports the cost
per task, so you can plot them all on one curve of intelligence against cost. The Pareto frontier is the
set of models that are the cheapest and smartest.
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Intelligence vs. cost per task, with the Pareto frontier, the three models we selected for our router, and a few other models for
context. Chart data: Artificial Analysis Intelligence Index, as of Sep 9, 2026.

We decided on three models along the curve, each with a different balance of cost, speed, and
intelligence:

e Fast: GLM-5.3-Flash (xhigh)

e Balanced: GPT-5.6 Sol (medium)

e Performance: GPT-6 Astra (low)

We selected models from different providers, and the fast tier is an open model. GLM-5.3-Flash sits on
the Pareto frontier next to closed models, one more sign that open models have crossed a threshold.

LangChain is model agnostic, with a generic model interface that works the same across providers, so
when a better model lands, swapping it in is a one-line change to the router.
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Step 3: build the router in the harness

With the task mix mapped and three tiers picked, we then need to match the tasks to models by
reading each incoming request and sending it to the cheapest tier that's able to address it successfully.
In LangChain, that decision fits naturally in middleware, which can swap the model an agent calls
without changing anything else about the agent (see dynamic model selection).

The router in Open SWE runs on the thread's first human message. It has three parts:

e A base prompt: tells the classifier its job: pick the least expensive model likely to complete the task.
e Criteria per tier: a short, plain-language description of the work each tier should take.

¢ A classifier model: reads the request and picks a tier according to the criteria and prompt.

A general benchmark is only a starting point. Write each tier's criteria from two sources: your own task
analysis, and what each provider says its models are best at. We combined the task breakdown from
step 1 with the provider guides for GPT-5.6 Sol, GPT-6 Astra, and GLM-5.3-Flash to write the base
prompt and the criteria for each tier.

Those criteria are written for Open SWE's task set, so the router is deeply coupled to the tasks Open
SWE handles. That's why it belongs in the harness, which already has the agent'’s task-specific
context (its prompt, tools, and domain knowledge) that a generic gateway lacks.

Our first version used an LLM with structured output, prompted with the user's request. The classifier
now runs on Jev, a newly released decision model, which made classification almost 50x faster. See
how we did this in Building a Harness with Jev.

The router picks a model once, at the start of each thread, and that model is used for the whole thread.
The natural objection is: what if a thread changes topic or complexity mid-flight? Though not
addressed in this naive router design, we cover mid-flight routing in the “what’s next” section below.

Step 4: track task outcomes

The value in a router is lower cost, but only if quality doesn't regress. A router has to get two things
right: the chosen model needs to be able to complete the task, and it should be the cheapest, fastest
model that can. That means you need a way to track task outcomes. There are two ways to do this:

1. Offline evals run the router against a fixed dataset, so you can compare versions safely and
repeatably. The catch is the dataset: it has to look like your real traffic and be graded on what your
users care about. For a coding agent, that means PR quality and reviewability, which are hard to
grade offline.

2. An A/B test splits live threads between the router and a single-model baseline and compares them
on a success metric you can measure for every thread. The live traffic is naturally a representative

dataset, but the downside here is that users are subjected to a potentially non-optimal router.

LangChain - 2026-10-01 - EN 5/9


https://docs.langchain.com/oss/python/langchain/middleware/custom
https://docs.langchain.com/oss/python/langchain/models#dynamic-model-selection
https://github.com/langchain-ai/open-swe/blob/main/agent/middleware/model_selection.py
https://developers.openai.com/api/docs/guides/prompt-guidance-gpt-5p6
https://developers.openai.com/api/docs/guides/latest-model
https://docs.z.ai/guides/llm/glm-5.3-flash
https://docs.langchain.com/oss/python/langchain/structured-output
https://typesafe.ai/blog/introducing-system-one-models-and-jev
https://www.langchain.com/blog/building-a-harness-with-jev
https://docs.langchain.com/langsmith/evaluation

We ran A/B tests with two outcome signals:

e Merged PRs: Open SWE now records every PR it opens and whether it's merged or closed. Merged
PRs per thread became our main success metric.

e User feedback: we added thumbs up and down to Open SWE, so users could rate any thread,
including questions that never produce a PR. Each rating is logged as feedback on the thread's
LangSmith trace.

We tracked both in a LangSmith Custom App. Merged PRs were the stronger signal. Feedback was
sparse, since only a small share of threads get rated, but it's where we heard about routing mistakes,
like the ones quoted in the first test below.

The experiment

Our first A/B test compared the router against always using our strongest model: half of threads went
through the router, and half always used GPT-6 Astra, across 973 threads in total.

Always Astra Routed Difference
Threads 477 496

Median cost per thread $2.61 $0.94

Mean cost per thread $4.76 $2.75

P90 cost per thread $i11.07 $6.93

Threads ending in a merged PR 27 .3% 29.2%

PR open rate 39.6% 38.9%

Quality didn't measurably change. 29.2% of routed threads ended in a merged PR vs. 27.3% of control
(p = 0.49). PR open rates were also flat (38.9% vs. 39.6%, p = 0.82).

Cost dropped a lot. The median routed thread cost $0.94 vs. $2.61 on control, 64% less. The mean
dropped 42% and the p90 dropped 37%, so the savings weren't just a few cheap outliers.
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Most requests didn't need the strongest model. Of routed threads, 56% went to balanced, 34% to fast,
and only 10% to performance. The cost ladder between tiers is steep: the median thread cost $0.097
on fast, $1.50 on balanced, and $2.88 on performance, a 30x spread.

By experiment arm Routed threads, by tier

Always GPT-6 Astra Routed Fast Balanced Performance

control all tiers GLM-5.3-Flash GPT-5.6 Sol GPT-6 Astra
n=477 n=496 n=167 n=279 n=50

LLM cost per thread, Sep 16 to 22 (log scale): always GPT-6 Astra vs. routed, and routed threads split by tier. Tier violin widths
scale with thread count. White lines and labels mark the median.

User feedback pointed the same way. When a simple request ran on GPT-6 Astra, engineers flagged
the overspend directly with comments like: "pretty expensive for this query" and "this request should
not have been routed to the performance model."

This result isn't surprising, given the control was our most expensive model. But it's a change
a lot of agents would benefit from: many over-rotate on quality and end up overspending.

Especially for agents with a diverse set of tasks, routing can drive cost down.

We also tested the router against the opposite control: half of threads went through the router, and half
always used the fast model. We ended this test within a day, before it could produce statistically
meaningful results. Engineers flagged problems with the fast-only arm almost immediately, and it was
disrupting their productivity due to low output quality.

What's next

This implementation of a model router is a proof of concept that serves as a foundation for building an
optimal router. Here are a few areas we could explore to improve:

e Benchmarking the router on DeepSWE or other coding benchmarks, so we can evaluate routing
decisions against a controlled baseline instead of relying on A/B testing on production traffic alone.

¢ Model selection for subagents. Right now subagents pick their model independently of the router.
Routing subagents too, especially on longer-running tasks, could cut costs further.
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e Re-routing mid-thread. When a new message differs enough from earlier ones, like a question that

turns into a bug fix, a model change might pay off. The cost is the prompt cache: switching models
throws it away, so the new model re-reads the thread at full price. For async agents that cost is

often negligible, since the cache often expires anyways between human turns when the TTL is short
(like 5 minutes).

Refining the routing criteria with more signals, such as mining for user sentiment in traces: finding
threads where users are frustrated, which can mean the task needed a stronger model.

Getting started

If you're adding routing to your own agent, here's where we'd start:

1.

Understand the tasks. Your traces hold the real record of what your agent is asked to do, and

LangSmith Insights helps you find the patterns in them, so you can see the task mix before you pick
tiers.

. Understand the models. Pick a few models along the cost-intelligence curve, informed by modern

benchmarks. LangChain's model interface works across providers, so you can swap models at any
time without having to re-engineer your application.

. Build the router in the harness. Treat routing as context engineering, analogous to classical feature

engineering: decide what information the router should see in order to make the best decision about
model fit given your agent's domain.

. Track task outcomes. Put measures of success in place before you route: evals, online evaluators,

or user feedback on traces. If building an eval dataset is too costly or difficult, an A/B test on live
traffic works well.

The right model for a task keeps changing as new models, open-weight ones included, keep landing on

the frontier. Because LangChain is model agnostic, picking up those gains means swapping a tier, not

rebuilding your agent.

To add routing to your own agent, you can add our newly released model routing middleware. Give it
your base prompt, model tiers, and the criteria for each, and it picks a model at the start of every
thread. We'd love your feedback on X or LangChain GitHub issues.

Further reading

Open SWE on GitHub

Building a Harness with Jev
Model routing middleware docs
LangSmith Observability docs
LangSmith Evaluation docs
LangSmith Custom Apps

Log user feedback in LangSmith

Artificial Analysis Intelligence Index

LangChain - 2026-10-01 - EN 8/9


https://www.langchain.com/langsmith/observability
https://docs.langchain.com/langsmith/insights
https://docs.langchain.com/oss/python/langchain/models
https://docs.langchain.com/langsmith/evaluation
https://docs.langchain.com/langsmith/online-evaluations
https://docs.langchain.com/langsmith/attach-user-feedback
https://docs.langchain.com/oss/python/integrations/providers/typesafe#model-routing
https://x.com/LangChain?lang=en
https://github.com/langchain-ai/langchain/issues
https://github.com/langchain-ai/open-swe
https://www.langchain.com/blog/building-a-harness-with-jev
https://docs.langchain.com/oss/python/integrations/providers/typesafe#model-routing
https://docs.langchain.com/langsmith/observability
https://docs.langchain.com/langsmith/evaluation
https://docs.langchain.com/langsmith/custom-apps
https://docs.langchain.com/langsmith/attach-user-feedback
https://artificialanalysis.ai/evaluations/artificial-analysis-intelligence-index

Acknowledgements

Thanks to Mason Daugherty, Kevin Frank, and Harrison Chase for their thoughtful feedback on this
post. Also thanks to the OpenSWE team who supported this experiment!

LangChain - 2026-10-01 - EN

9/9


https://x.com/masondrxy
https://x.com/KevinBFrank
https://x.com/hwchase17

